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Bayesian Optimization: Intro

• The optimization problem:

– The typical assumption for 𝑓(𝑥)

• The objective function 𝑓(𝒙) has a known mathematical 
representation, is convex, or is at least cheap to evaluate

– However, 

• Often, evaluating the objective function is expensive or even 
impossible, and the derivatives and convexity properties are 
unknown
– In some application, drawing samples 𝑓(𝒙) from the function 

corresponds to expensive processes:

» drug trials, destructive tests or financial investments

– In active user modeling, 𝒙 represents attributes of a user query, and 
𝑓(𝒙) requires a response from the human.



Bayesian Optimization: Intro

• Bayesian optimization
– A powerful strategy for finding the extrema of objective 

functions that are expensive to evaluate

– Particularly useful when these evaluations are costly, 
when one does not have access to derivatives, or when 
the problem at hand is non-convex

• Bayesian optimization techniques
– Some of the most efficient approaches in terms of the 

number of function evaluations required

– The efficiency mainly stems from the ability of Bayesian 
optimization to incorporate prior belief about the 
problem to help direct the sampling, and to trade off 
exploration and exploitation of the search space



Bayesian Optimization: Intro

• The prior in Bayesian optimization

– Represents our belief about the space of possible 
objective functions

– Although the cost function is unknown, assume that 
there exists prior knowledge about some of its 
properties, such as smoothness,

– Makes some possible objective functions more 
plausible than others.



Bayesian Optimization: Intro

• :observations accumulated

• :  The likelihood function

• : The prior belief

– The objective function is very smooth and noisefree, 

– Data with high variance or oscillations should be 
considered less likely than data that barely deviate from 
the mean

• The posterior distribution: 

𝒙𝑖: the 𝑖th sample 
𝑓 𝒙𝑖 : the observation of the objective func at 𝒙𝑖



Bayesian Optimization: Intro

• The posterior distribution: 

– Captures our updated beliefs about the unknown objective 
function

– Interpret this step of Bayesian optimization as estimating 
the objective function with a surrogate function (also called 
a response surface), with the posterior mean function of a 
Gaussian process

• Acquisition function
– Used to sample efficiently in Bayesian optimization 

– Determine the next location                            to sample

– The decision represents an automatic trade-off between 
exploration (where the objective function is very uncertain) 
and exploitation



Bayesian Optimization: Intro
An example of using Bayesian optimization on a toy 1D design problem

a Gaussian process (GP) 
approximation of the 
objective function over 
four iterations of 
sampled values of the 
objective function



Bayesian Optimization Approach

• The maximization of a real-valued function (or the 
minimization):

• Assume that the objective is Lipschitz-continuous

– There exists some constant 𝐶, s. t. for all

• Problem: Black box optimization

– The objective is a black box function

• We do not have an expression of the objective function that 
we can analyze, and we do not know its derivatives

– Evaluating the function is restricted to querying at a 
point 𝒙 and getting a (possibly noisy) response



Bayesian Optimization Approach

• The number of examples required

– Even in a noise-free domain, requires                 samples, , 
guaranteeing the best observation

• When evaluating an objective function with Lipschitz 
continuity 𝐶 on a 𝑑-dimensional unit hypercube

• Using evidence and prior knowledge

– To relax the guarantees against pathological worst-case 
scenarios, use evidence and prior knowledge to 
maximize the posterior at each step

– s.t. each new evaluation decreases the distance between the true 
global maximum and the expected maximum given the model

• One-step, average-case, or practical optimization 



Bayesian Optimization Approach

• Bayesian optimization

– Uses the prior and evidence to define a posterior 
distribution over the space of functions

– Optimizing follows the principle of maximum expected 
utility, or, equivalently, minimum expected risk.

– Use an acquisition function

• Typically chosen so that it is easy to evaluate

• Required for deciding where to sample next 
– Sampling next requires the choice of a utility function and a way of 

optimizing the expectation of this utility with respect to the posterior 
distribution of the objective function

– The utility is referred to as an acquisition function

– Observation types: Noise-free and Noisy



Bayesian Optimization Approach
• The Bayesian optimization procedure

– Two components 

• 1) the posterior distribution over the objective 

• 2) the acquisition function

– Setting

posterior likelihood Prior

Update posterior: estimating the objective function with a 
surrogate function (also called a response surface)



Bayesian Optimization Approach
• Priors over functions

– A Bayesian optimization method will converge to the 
optimum if

– (i) the acquisition function is continuous and approximately minimizes the 
risk (defined as the expected deviation from the global minimum at a fixed 
point x); and

– (ii) conditional variance converges to zero (or appropriate positive minimum 
value in the presence of noise) if and only if the distance to the nearest 
observation is zero

– Using the Gaussian process prior
• [Mockus ‘94] explicitly set the framework for the Gaussian process 

prior by specifying the additional “simple and natural” conditions 
• (iii) the objective is continuous; 
• (iv) the prior is homogeneous; 
• (v) the optimization is independent of the mth differences
➔ includes a very large family of common optimization tasks

– [Mockus ‘94] showed that the use of GP priors are well-suited



Bayesian Optimization Approach

• Gaussian process (GP)

– An extension of the multivariate Gaussian distribution to 
an infinitedimension stochastic process 

• for which any finite combination of dimensions will be a 
Gaussian distribution

– A distribution over functions, completely specified by its 
mean function, 𝑚 and covariance function, 𝑘:

– Analogous to a function, but instead of returning a scalar 
f(x) for an arbitrary x, it returns the mean and variance of 
a normal distribution over the possible values of 𝑓 at 𝒙



Bayesian Optimization Approach
Simple 1D Gaussian process with three observations

the GP surrogate 
mean prediction of 
the objective 
function given the 
data



Bayesian Optimization Approach

• Gaussian process (GP)
– For convenience, 

– For the covariance function 𝑘, the squared exponential 
function is very popular:

– Sampling from the prior

• Choose                 and sample the values of 𝑓 at these indices 
– Produce the pairs                             where

– The function values are drawn according to a multivariate normal 
distribution



Bayesian Optimization Approach

• Gaussian process (GP) for Bayesian optimization

– In our optimization tasks, however, we will use data from 
an external model to fit the GP and get the posterior

– Assume that we already have the observations                 
from previous iterations

– Now, we want to use Bayesian optimization to decide 
what point 𝑥𝑡+1 should be considered next.

– : the value of 𝑓 at this arbitrary point



Bayesian Optimization Approach

• Gaussian process (GP) for Bayesian optimization



Bayesian Optimization Approach

• Covariance function for Gaussian process (GP)

– Generalized squared exponential kernels

• Adding hyperparameters

• Using automatic relevance determination (ARD) 
hyperparameters for anisotropic models

if a particular 𝜃𝑙 has a small value, the kernel becomes 
independent of 𝑙-th input, effectively removing it 
automatically



Bayesian Optimization Approach

• Covariance function for Gaussian process (GP)
some one-dimensional functions sampled 
from a GP with the hyperparameter value

𝑘(0, 𝒙)



Bayesian Optimization Approach

• Covariance function for Gaussian process (GP)

– The Matern kernel 

• Another important kernel for Bayesian optimization

• Incorporates a smoothness parameter 𝜍 to permit greater 
flexibility in modelling function

• As 𝜍 → ∞, the Matern kernel reduces to the squared 
exponential kernel, and when 𝜍 = 0.5, it reduces to the 
unsquared exponential kernel

and the Bessel function of order 𝜍



Bayesian Optimization Approach

• Acquisition Functions for Bayesian Optimization
– Guide the search for the optimum

– High acquisition corresponds to potentially high values of 
the objective function

– Maximizing the acquisition function is used to select the 
next point at which to evaluate the function

acquisition function 



Bayesian Optimization Approach
• Acquisition Functions for Bayesian Optimization

– Improvement-based acquisition functions
• The probability of improvement [Kushner ‘64]

– The drawback
• This formulation is pure exploitation. 

• Points that have a high probability of being infinitesimally 
greater than 𝑓(𝒙+) will be drawn over points that offer larger 
gains but less certainty

the normal cumulative 
distribution function

MPI (maximum probability of improvement)



Bayesian Optimization Approach

• Improvement-based acquisition functions

– The probability of improvement [Kushner ‘64]
• Modification: Adding a trade-off parameter 𝜉 ≥ 0

• Kushner recommended a schedule for ξ ➔ gradually decreasing 
– it started fairly high early in the optimization, to drive exploration, and 

decreased toward zero as the algorithm continued.



Bayesian Optimization Approach

• Improvement-based acquisition functions

– Towards alternative

• Takes into account not only the probability of improvement, but
the magnitude of the improvement a point can potentially yield

• Minimize the expected deviation from the true maximum 𝑓(𝑥∗)

• Apply recursion to plan two steps ahead

Dynamic programming can be applied → expensive 



Bayesian Optimization Approach

• Improvement-based acquisition functions

– The expected improvement wrt 𝑓(𝒙+) [Mockus ‘78]

• The improvement function:

• The new query point is found by maximizing the expected 
improvement:

• The likelihood of improvement I on a normal posterior 
distribution characterized by 𝜇(𝒙), 𝜎2(𝒙)



Bayesian Optimization Approach
• Improvement-based acquisition functions

– The expected improvement
• The expected improvement is the integral over this function

• The expected improvement can be evaluated analytically 
[Mockus et al., 1978, Jones et al., 1998], yielding:

CDF PDF



Bayesian Optimization Approach
• The expected improvement

a measure of improvement,



Bayesian Optimization Approach
• Exploration-exploitation trade-off

– Express EI(·) in a generalized form which controls the 
trade-off between global search and local optimization

– Lizotte [2008] suggests a 𝜉 ≥ 0 parameter



Bayesian Optimization Approach
• Confidence bound criteria

– SDO (Sequential Design for Optimization) [Cox and John ’92]

• Selects points for evaluation based on the lower confidence 
bound of the prediction site

• The upper confidence bound for the maximization setting

– Acquisition in multi-armed bandit setting [Srinivas ‘10]

• The acquisition is the instantaneous regret function:

• The goal :

T: the number of iterations the optimization is to be run for



Bayesian Optimization Approach
• Acquisition in multi-armed bandit setting 

[Srinivas ‘10]
– Using the upper confidence bound selection criterion 

with 𝜅𝑡 = 𝜈𝜏𝑡 and the hyperparameter 𝜈

– With 𝜈 = 1 and                                                      , it can be 
shown with high probability that this method is no 
regret, i.e.                                         , where 𝑅𝑇 is the 
cumulative regret

– This in turn implies a lower-bound on the convergence 
rate for the optimization problem



Bayesian Optimization Approach

• Acquisition functions for Bayesian optimization 

GP posterior



Bayesian Optimization Approach

• Acquisition functions for Bayesian optimization 



Bayesian Optimization Approach

• Acquisition functions for Bayesian optimization 



Bayesian Optimization Approach

• Maximizing the acquisition function
– To find the point at which to sample, we still need to 

maximize the constrained objective 𝑢 𝒙

• Unlike the original unknown objective function, u() can be 
cheaply sampled.

– DIRECT [Jones et al ’93]

• DIvide the feasible space into ner RECTangles.

– Monte Carlo and multistart [Mockus, ‘94, Lizotte, ‘08]



Bayesian Optimization Approach
• Noisy observation

– In real life, noise-free setting is rarely possible, and 
instead of observing 𝑓(𝑥), we can often only observe a 
noisy transformation of 𝑓(𝑥)

– The simplest transformation arises when 𝑓(𝑥) is 
corrupted with Gaussian noise

– If the noise is additive, easily add the noise distribution 
to the Gaussian distribution



Bayesian Optimization Approach

• Noisy observation
– For additive noise setting, replace the kernel K with 

the kernel for the noisy observations:

– Then the predictive distribution:



Bayesian Optimization Approach

• Noisy observation
– Change the definition of the incumbent in the PI and EI 

acquisition functions

– Instead of using the best observation, 

– Use the distribution at the sample points, define the 
point with the highest expected value as the incumbent:

• This avoids the problem of attempting to maximize probability 
or expected improvement over an unreliable sample



Random Search for Hyper-Parameter 

Optimization [Bergstra & Bengio ‘12]



Algorithms for Hyper-Parameter 

Optimization [Bergstra et al ‘11]



Practical Bayesian Optimization of Machine 

Learning Algorithms [Snoek et al ’12]

• Acquisition Functions for Bayesian Optimization 

– Denote the best current value as

– Probability of Improvement

– Expected Improvement

– GP Upper Confidence Bound



Practical Bayesian Optimization of Machine 

Learning Algorithms [Snoek et al ’12]

• Covariance Functions

– Automatic relevance determination (ARD) squared 
exponential kernel

• unrealistically smooth for practical optimization problems

– ARD Matern 5/2 kernel



Practical Bayesian Optimization of Machine 

Learning Algorithms [Snoek et al ’12]

• Treatment of Covariance Hyperparameters

– Hyperparameters: D + 3 Gaussian process 
hyperparameters

• D length scales 𝜃1:𝐷, 

• The covariance amplitude 𝜃0,

• the observation noise ν, and a constant mean 𝑚

– The commonly advocated approach: a point estimate 

• Optimize the marginal likelihood under the Gaussian 
process



Practical Bayesian Optimization of Machine 

Learning Algorithms [Snoek et al ’12]
• Treatment of Covariance Hyperparameters

– Integrated acquisition function
• Based on a fully-Bayesian treatment of hyperparameters

– Marginalize over hyperparameters

– Computing Integrated expected improvement
• Use integrated acquisition function for probability of 

improvement and EI based on integrated acquisition function 

• Blend acquisition functions arising from samples from the 
posterior over GP hyperparameters and have a Monte Carlo 
estimate of the integrated expected improvement.



Practical Bayesian Optimization of Machine 

Learning Algorithms [Snoek et al ’12]



Practical Bayesian Optimization of Machine 

Learning Algorithms [Snoek et al ’12]
Illustration of the acquisition with 
pending evaluations

Expected improvement after integrating 
over the fantasy outcomes.

Three data have been observed and 
three posterior functions are shown, with 
“fantasies” for three pending evaluations

Expected improvement, conditioned on 
the each joint fantasy of the pending 
outcome



Practical Bayesian Optimization of Machine 

Learning Algorithms [Snoek et al ’12]

• Motif Finding with Structured Support Vector Machines

function evaluations



Practical Bayesian Optimization of Machine 

Learning Algorithms [Snoek et al ’12]

• Motif Finding with Structured Support Vector Machines

different covariance functions



Practical Bayesian Optimization of Machine 

Learning Algorithms [Snoek et al ’12]

• Convolutional Networks on CIFAR-10



Practical Bayesian Optimization of Machine 

Learning Algorithms [Snoek et al ’12]

• Convolutional Networks on CIFAR-10



Bayesian Optimization Approach

• Gaussian process (GP)



Neural Architecture Search
• Motivation

– Deep learning → remove feature engineering, however, 
instead requires architecture engineering, 
• Increasingly more complex neural architectures are designed 

manually

• Neural architecture search (NAS)
– Subfield of AutoML [Hutter et al., 2019]
– The process of automating architecture engineering
– So far, NAS methods have outperformed manually 

designed architectures on some tasks 
• such as image classification, language modeling, or semantic 

segmentation, etc. 

– Related area
• Hyperparameter optimization
• Meta-learning



Neural Architecture Search

• Search Space
– Defines which architectures can be represented in principle
– Incorporating prior knowledge about typical properties of architectures 

well-suited for a task can reduce the size of the search space and simplify 
the search.

• Search Strategy
– Details how to explore the search space
– Encompasses the classical exploration-exploitation trade-off

• Performance Estimation Strategy 
– The process of estimating the performance
– Typically perform a standard training and validation of the architecture on 

data
– Recent works focus on developing methods that reduce the cost of these 

performance estimations



Neural Architecture Search
• Search space: The space of chain-structured neural network

– Each node in the graphs corresponds to a layer in a neural network



Neural Architecture Search
• Search space: The cell search space.

– Search cells or blocks, respectively, rather than for whole architectures

normal cell

reduction cell

an architecture built 
by stacking the cells 
sequentially



Neural Architecture Search with 

Reinforcement Learning [Zoph and Le ‘16]
• Paradigm shift: Feature designing to architecture designing

• SIFT (Lowe, 1999), and HOG (Dalal & Triggs, 2005), to AlexNet 
(Krizhevsky et al., 2012), VGGNet (Simonyan & Zisserman, 2014), 
GoogleNet (Szegedy et al., 2015), and ResNet (He et al., 2016a).

• Butt, designing architectures still requires a lot of expert 
knowledge and takes ample time ➔ NAS 



Neural Architecture Search with 

Reinforcement Learning [Zoph and Le ‘16]

• Reinforcement learning for NAS

– The observation: The structure and connectivity of a 
neural network can be typically specified by a variable-
length string

– Use the RNN-based controller to generate such string

• Training the network specified by the string – the “child 
network” – on the real data will result in an accuracy on 
a validation set

– Use the policy gradient to update the controller

• Using an accuracy as the reward signal



Neural Architecture Search with 

Reinforcement Learning [Zoph and Le ‘16]

• A RNN controller 
– Generate architectural hyperparameters of neural networks

• The controller predicts filter height, filter width, stride height, stride width, and number 
of filters for one layer and repeats.

• Every prediction is carried out by a softmax classifier and then fed into the next time step 
as input. 

Suppose that we predict feedforward neural networks with only convolutional layers



Neural Architecture Search with 

Reinforcement Learning [Zoph and Le ‘16]

• Reinforcement learning for NAS
– 1) Architecture search → build a child network

– 2) Train the child network 
• Once the controller RNN finishes generating an architecture, a 

neural network with this architecture is built and trained

– 3) Evaluate the child network
• At convergence, the accuracy of the network on a held-out 

validation set is recorded

– 4) Update the parameters of the controller
• The parameters of the controller RNN, 𝜃𝑐, are then optimized in 

order to maximize the expected validation accuracy of the proposed 
architectures



Neural Architecture Search with 

Reinforcement Learning [Zoph and Le ‘16]

• Reinforcement learning for NAS

– Training the controller with REINFORCE

– View the list of tokens that the controller predicts as a list of 
actions 𝑎1:𝑇 to design an architecture for a child network

– The controller maximizes its expected reward, 𝐽 𝜃𝐶

– Use the REINFORCE rule: the reward signal is non-differentiable 

– The REINFORCE is approximated to: 

𝑚: the number of different architectures 
that the controller samples in one batch



Neural Architecture Search with 

Reinforcement Learning [Zoph and Le ‘16]

• Accelerate Training with Parallelism and Asynchronous Updates

– Distributed training and asynchronous parameter updates

– Parameter-server scheme
• a parameter server of S shards

– Each server stores the shared parameters for K controller replicas.

• Each controller replica samples 𝑚 different child architectures that are rained in 
parallel

– The controller then collects gradients according to the results of that minibatch of m architectures at 
convergence 

– Sends them to the parameter server in order to update the weights across all controller replicas



Neural Architecture Search with 

Reinforcement Learning [Zoph and Le ‘16]

• Increase architecture complexity with skip 
connections and other layer types
– Use a set-selection type attention to enable the controller to 

skip connections, or branching layers, in modern architectures 
such as GoogleNet (Szegedy et al., 2015), and Residual Net (He 
et al., 2016a)

– At layer N, add an anchor point which has N − 1 content-based 
sigmoids to indicate the previous layers that need to be 
connected.



Neural Architecture Search with 

Reinforcement Learning [Zoph and Le ‘16]

• Increase architecture complexity with 
skip connections and other layer types

The controller uses anchor points, and set-selection attention to form 
skip connections



Neural Architecture Search with 

Reinforcement Learning [Zoph and Le ‘16]

• Generate Recurrent Cell Architectures
– RNN and LSTM cells can be generalized as a tree of steps 

that take 𝑥𝑡 and ℎ𝑡−1 as inputs and produce ℎ𝑡 as final 
output

• In addition, need cell variables 𝑐𝑡−1 and 𝑐𝑡 to represent the 
memory states

– The controller RNN 

• 1) Predict 3 blocks, where each block specifying a combination 
method and an activation function for each tree index.

• 2) Predict 2 blocks that specify how to connect 𝑐𝑡 and 𝑐𝑡−1 to 
temporary variables inside the tree



Neural Architecture Search with 

Reinforcement Learning [Zoph and Le ‘16]

• Generate Recurrent Cell Architectures
• An example of a recurrent cell constructed from a tree 

that has two leaf nodes (base 2) and one internal node. 

The tree that defines the computation steps to be predicted by controller.



Neural Architecture Search with 

Reinforcement Learning [Zoph and Le ‘16]
• Generate Recurrent Cell Architectures

– Use a fixed network topology

» An example set of predictions made by the controller for each computation 
step in the tree. 



NAS with Reinforcement Learning [Zoph and Le ‘16]

• Generate Recurrent Cell Architectures

The computation graph of the recurrent cell





NAS with Reinforcement Learning [Zoph and Le ‘16]

• Experiment results on CIFAR-10



NAS with Reinforcement Learning [Zoph and Le ‘16]

• Experiment results on Penn Treebank



NAS with Reinforcement Learning 

[Zoph and Le ‘16]
• Improvement of Neural Architecture Search over 

random search over time



Learning Transferable Architectures for 

Scalable Image Recognition [Zoph et al ‘18]

• NASNet search space
– For the design of a new search space to enable 

transferability

• NASNet architecture: based on cells learned on 
a proxy dataset 
– 1) Search for the best convolutional layer (or “cell”) 

on the CIFAR-10 dataset  proxy dataset

– 2) Then apply this cell to the ImageNet dataset by 
stacking together more copies of this cell, each with 
their own parameters to design a convolutional 
architecture



Learning Transferable Architectures for 

Scalable Image Recognition [Zoph et al ‘18]

• Experiment results 
– On CIFAR-10, the NASNet found achieves 2.4% error rate, 

which is state-of-the-art

– On ImageNet,  the NASNet constructed from the best cell 
achieves, among the published works, state-of-the-art 
accuracy of 82.7% top-1 and 96.2% top-5 on ImageNet.
• This is remarkable because the cell is not searched for directly on 

ImageNet, not on CIFAR-10 ➔ Evidence for transferability 

– Computational efficiency
• Make 9 billion fewer FLOPS – a reduction of 28% in 

computational demand from the previous state-of-the-art model, 
while showing 1.2% better in top-1 accuracy than the best 
human-invented architectures, 



Learning Transferable Architectures for 

Scalable Image Recognition [Zoph et al ‘18]

• Motivation

– Applying NAS, or any other search methods, directly 
to a large dataset, such as the ImageNet dataset, is 
however computationally expensive

– Learning transferable architecture

• 1) Search for a good architecture on a proxy dataset
– E.g.) the smaller CIFAR-10 dataset

• 2)Then transfer the learned architecture to ImageNet



Learning Transferable Architectures for 

Scalable Image Recognition [Zoph et al ‘18]

• Approach to achieve the transferrability
– 1) Designing a search space (NASNet search space) 

• Where the complexity of the architecture is independent of 
the depth of the network and the size of input images

– 2) Cell-based search 
• Searching for the best convolutional architectures is reduced 

to searching for the best cell structure
– All convolutional networks in our search space are composed of 

convolutional layers (or “cells”) with identical structure but different 
weights

• Advantages 
– 1) it is much faster than searching for an entire network architecture 

– 2) The cell itself is more likely to generalize to other problems



Learning Transferable Architectures for 

Scalable Image Recognition [Zoph et al ‘18]

• The NASNet search space: Cell-based search space
– Architecture engineering with CNNs often identifies 

repeated motifs
• consisting of combinations of convolutional filter banks, 

nonlinearities and a prudent selection of connections to achieve 
state-of-the-art results

• Method
– Predicting a cell by the controller RNN

• Predict a generic convolutional cell expressed in terms of these 
motifs

– Stacking the predicted cells in a neural architecture 
• The predicted cell can then be stacked in series to handle inputs of 

arbitrary spatial dimensions and filter depth



Learning Transferable Architectures for Scalable Image 

Recognition [Zoph et al ‘18]

» Scalable architectures for image classification consist of two repeated 
motifs termed Normal Cell and Reduction Cell.

The Reduction Cell
• Make the initial operation applied to the 

cell’s inputs have a stride of two to reduce 
the height and width. 



Learning Transferable Architectures for Scalable Image 

Recognition [Zoph et al ‘18]

• Each cell receives as input two initial hidden states ℎ𝑖 and ℎ𝑖−1
– ℎ𝑖 and ℎ𝑖−1 ∶ the outputs of two cells in previous two lower layers or the 

input image

• The controller RNN recursively predicts the rest of the structure of 
the convolutional cell, given these two initial hidden states
– The predictions for each cell are grouped into B blocks

– Each block has 5 prediction steps made by 5 distinct softmax classifiers:



Learning Transferable Architectures for Scalable Image 

Recognition [Zoph et al ‘18]

• In steps 3 and 4, the controller RNN selects an operation to apply to 
the hidden states.

• In step 5 the controller RNN selects a method to combine the two 
hidden states
– (1) element-wise addition between two hidden states or 

– (2) concatenation between two hidden states along the filter dimension



Learning Transferable Architectures for Scalable Image 

Recognition [Zoph et al ‘18]

Example constructed block
A convolutional cell contains B blocks, hence the 
controller contains 5B softmax layers for predicting 
the architecture of a convolutional cell

To allow the controller RNN to predict both 
Normal Cell and Reduction Cell, we simply 
make the controller have 2 × 5B predictions 
in total



Learning Transferable Architectures for Scalable Image 

Recognition [Zoph et al ‘18]

• Schematic diagram of the NASNet search space.

Selecting a pair of hidden states
operations to perform on those hidden 
states

a combination operation



Learning Transferable Architectures for Scalable Image 

Recognition [Zoph et al ‘18]

• The architecture learning
– The reinforcement learning & random search 
– The controller RNN was trained using Proximal Policy 

Optimization (PPO) 
• Based on a global workqueue system for generating a pool of child 

networks controlled by the RNN

– Use ScheduledDropPath for an effective regularization 
method for NASNet
• DropPath: each path in the cell is stochastically dropped with some 

fixed probability during training [Larsson et al ‘16]
• ScheduledDropPath: A modified version of DropPath

– Each path in the cell is dropped out with a probability that is linearly 
increased over the course of training

– Notation for neural architecture: X @ Y 
• E.g.) 4 @ 64, to indicate these two parameters in all networks

– 4: the number of cell repeats 
– 64: the number of filters in the penultimate layer of the network



Learning Transferable Architectures for Scalable 

Image Recognition [Zoph et al ‘18]

Architecture of the best convolutional cells (NASNet-A) with B = 5 blocks 
identified with CIFAR-10



Learning Transferable Architectures for Scalable 

Image Recognition [Zoph et al ‘18]
• Performance of Neural Architecture Search and other state-of-the-art 

models on CIFAR-10.



Learning Transferable Architectures for Scalable 

Image Recognition [Zoph et al ‘18]
• Accuracy versus computational demand across top performing 

published CNN architectures on ImageNet 2012 ILSVRC challenge 
prediction task.



Learning Transferable Architectures for Scalable 

Image Recognition [Zoph et al ‘18]
• Accuracy versus number of parameters across top performing 

published CNN architectures on ImageNet 2012 ILSVRC challenge 
prediction task.



Learning Transferable Architectures for Scalable 

Image Recognition [Zoph et al ‘18]
• Performance of architecture search and other published state-of-the-

art models on ImageNet classification



Learning Transferable Architectures for Scalable 

Image Recognition [Zoph et al ‘18]
• Performance on ImageNet classification on a subset of models operating in a 

constrained computational setting, i.e., < 1.5 B multiply-accumulate operations 
per image



Learning Transferable Architectures for Scalable 

Image Recognition [Zoph et al ‘18]
• Object detection performance on COCO on mini-val and test-dev datasets across 

a variety of image featurizations.



FractalNet: Ultra-Deep Neural Networks 

without Residuals [Larsson et al ‘16]

A simple expansion rule generates a 
fractal architecture with C intertwined 
columns. 

The base case, 𝑓1(𝑧), has a single layer of 
the chosen type (e.g. convolutional) 
between input and output. 

Join layers compute element-wise mean.

join operationcomposition



FractalNet: Ultra-Deep Neural Networks 

without Residuals [Larsson et al ‘16]

Deep convolutional networks 
periodically reduce spatial 
resolution via pooling.



FractalNet: Ultra-Deep Neural Networks 

without Residuals [Larsson et al ‘16]

• Regularization by Drop-path
– Local: a join drops each input with fixed probability, 

but we make sure at least one survives. 

– Global: a single path is selected for the entire 
network. We restrict this path to be a single column, 
thereby promoting individual columns as 
independently strong predictors.



FractalNet: Ultra-Deep Neural Networks 

without Residuals [Larsson et al ‘16]

• Drop-path guarantees at least one such path, while 
sampling a subnetwork with many other paths disabled.



FractalNet: Ultra-Deep Neural Networks 

without Residuals [Larsson et al ‘16]

• Results on CIFAR-100/CIFAR-10/SVHN. W



FractalNet: Ultra-Deep Neural Networks 

without Residuals [Larsson et al ‘16]

• ImageNet (validation set, 10-crop)

• Ultra-deep fractal networks (CIFAR-100++).



Progressive Neural Architecture Search

[Liu et al ‘18]

• RL for NAS
– Outperform manually designed architectures
– However, require significant computational resources
– [Zoph et al ‘18]’s work

• Trains and evaluates 20,000 neural networks across 500 
P100 GPUs over 4 days.

• Progressive NAS
– Uses a sequential model-based optimization (SMBO) 

strategy
• Search for structures in order of increasing complexity

– Simultaneously learn a surrogate model to guide the 
search through structure space.



Progressive Neural Architecture Search

[Liu et al ‘18]

• Cell Topologies for architecture Search Space
– Cell

• A fully convolutional network that maps an 𝐻 ×𝑊 × 𝐹 tensor 
to another 𝐻′ ×𝑊′ × 𝐹 ′ tensor
– E.g.) when using stride 1 convolution, 𝐻′ = 𝐻 and 𝑊′ = 𝑊

• Represented by a DAG consisting of 𝐵 block
– Each block is a mapping from 2 input tensors to 1 output tensor

– Block: represented as a 5-tuple
• 𝐼1,𝐼2: the inputs to the block

• 𝑂1,𝑂2: the operation to apply to input 𝐼𝑖
• 𝐶: specifies how to combine 𝑂1 and 𝑂2 to generate the feature 

map (tensor) corresponding to the output of this block

• 𝐻𝑏
𝑐: the output of the block 𝑏



Progressive Neural Architecture Search

[Liu et al ‘18]

• Cell Topologies
– :The set of possible inputs

• The set of all previous blocks in this cell                                           
plus the output of the previous cell,           , 
plus the output of the previous-previous cell, 

– : The operator space 

• The following set of 8 functions, each of which operates on 
a single tensor 



Progressive Neural Architecture Search

[Liu et al ‘18]

• Cell Topologies
– : the space of possible combination operators

• Here, only use addition as the combination operator
– The concatenation operator: [Zoph et al ‘18]’s work showed that 

the RL method never chose to use concatenation

• : the space of possible structures for the 𝑏’th
block



Progressive Neural Architecture Search

[Liu et al ‘18]
• : the space of possible structures for the 𝑏’th

block

– For 𝑏 = 1, we have                                                which 
are the final outputs of the previous two cells

➔ There are                          possible block structures

– If 𝐵 = 5 blocks, the total number of cell structures 



Progressive NAS [Liu et al ‘18]
• NAS:  Difficult to directly navigate in an exponentially large 

search space
• Progressive NAS

– Search the space in a progressive order, simplest models first
– 1) Start by constructing all possible cell structures from 𝐵1 (i.e., 

composed of 1 block), and add them to a queue.
– 2) Train and evaluate all the models in the queue (in parallel), and 

then expand each one by adding all of the possible block 
structures from 𝐵2 ;
• Search space is still large

– This gives us a set of                                                                                          candidate 
cells of depth 2

– But, we cannot afford to train and evaluate all of these child networks, so we refer 
to a learned predictor function

• Efficient evaluation using a predictor function
– Use the predictor to evaluate all the candidate cells, and pick the K most promising 

ones

• Adding top K promising ones
– Add these to the queue, and repeat the process, until we find cells with a sufficient 

number B of blocks



Progressive NAS [Liu et al ‘18]



Progressive Neural Architecture Search

[Liu et al ‘18]
• From Cell to CNN

– Stack a predefined number of copies of the basic cell 

– Using either stride 1 or stride 2

At the top of the network, 
use global average pooling, 
followed by a softmax
classification layer.



Progressive NAS [Liu et al ‘18]
the PNAS search procedure 
when B = 3

𝑆𝑏 represents the set of candidate 
cells with 𝑏 blocks
1) start by considering all cells 

with 1 block, S1 = B1; we train 
and evaluate all of these cells, 
and update the predictor. 

2) At iteration 2, we expand each 
of the cells in S1 to get all cells 
with 2 blocks, S2’ = B1:2; we 
predict their scores, pick the top 
K to get S2, train and evaluate 
them, and update the predictor

3) At iteration 3, we expand each 
of the cells in S2, to get a 
subset of cells with 3 blocks, 
S3’ ⊆ B1:3; we predict their 
scores, pick the top K to get S3, 
train and evaluate them, and 
return the winner



Progressive Neural Architecture Search

[Liu et al ‘18]
– The best cell structure found by Progressive Neural 

Architecture Search, consisting of 5 blocks



Progressive NAS [Liu et al ‘18]

• Performance Prediction with Surrogate Model

– Surrogate Model: a mechanism to predict the final 
performance of a cell before we actually train it

– Three desired properties of a predictor: 

• Handle variable-sized inputs
– Able to predict the performance of any cell with b + 1 blocks, even 

if it has only been trained on cells with up to b blocks.

• Correlated with true performance
– want the predictor to rank models in roughly the same order as 

their true performance values

• Sample efficiency
– want to train and evaluate as few cells as possible,



Progressive NAS [Liu et al ‘18]

• Performance Prediction with Surrogate Model
– The requirement ➔ suggests the use of an RNN

– Use an LSTM for the predicitor

• Reads a sequence of length 4𝑏
– Representing 𝐼1, 𝐼2, 𝑂1 and 𝑂2 for each block

• The input at each step:
– a one-hot vector of size |𝐼𝑏| or |𝑂|, followed by embedding lookup

• Embedding
– use a shared embedding of dimension D for the tokens 

– Use another shared embedding 

• Regression for the validation accuracy 
– The final LSTM hidden state goes through a fully-connected layer and 

sigmoid to regress the validation accuracy



Progressive NAS [Liu et al ‘18]

• Performance Prediction with Surrogate Model

– Training the LSTM predictor

• one approach is to update the parameters of the predictor 
using the new data using a few steps of SGD

• However, sample size is very small

• So, fit an ensemble of 5 predictors, each fit (from scratch) to 
4/5 of all the data available at each step of the search process. 
– Observed empirically that this reduced the variance of the predictions.



Progressive NAS [Liu et al ‘18]
• Experiment on CIFAR-10

– Performance of the Surrogate Predictors

A(H) returns the true validation set 
accuracies of the models in some set H



Progressive NAS [Liu et al ‘18]

• Comparing the relative efficiency of NAS, PNAS and 
random search under the same search space



Progressive NAS [Liu et al ‘18]

– Relative efficiency of PNAS (using MLP-ensemble 
predictor) and NAS under the same search space.

#NAS: the number of models evaluated by NAS

𝐵: the size of the cell
𝑇𝑜𝑝: the number of top models

#PNAS: the number of models valuated by PNAS



Progressive NAS [Liu et al ‘18]

• Results on CIFAR-10 Image Classification

– Performance of different CNNs on CIFAR test set.



Efficient Neural Architecture Search 

via Parameter Sharing [Pham et al ‘18]

• Efficient NAS (ENAS)

– Improve the efficiency of NAS by forcing all child 
models to share weights to eschew training each 
child model from scratch to convergence.

• Encouraged by previous work on transfer learning and 
multitask learning, which established that parameters 
learned for a particular model on a particular task can 
be used for other models on other tasks, with little to 
no modifications



Efficient Neural Architecture Search 

via Parameter Sharing [Pham et al ‘18]

• Efficient NAS (ENAS)

– Training the shared parameters ω of the child models.



Efficient Neural Architecture Search 

via Parameter Sharing [Pham et al ‘18]

a generic example DAG, where an architecture can be realized by 
taking a subgraph of the DAG.

The graph represents the entire search space while the red arrows 
define a model in the search space, which is decided by a controller. 
Here, node 1 is the input to the model whereas nodes 3 and 6 are the 
model’s outputs.



Efficient Neural Architecture Search 

via Parameter Sharing [Pham et al ‘18]

• Designing Recurrent Cells
– Employ a DAG with N nodes

• The nodes represent local computations, 

• The edges represent the flow of information between the N 
nodes

– ENAS’s controller: an RNN
• Decides: 1) which edges are activated

• 2) which computations are performed at each node in the DAG

• Unlike NAS, that fixes the topology of their architectures as a 
binary tree and only learns the operations at each node of the 
tree

• In ENAS, the search space allows ENAS to design both the 
topology and the operations in RNN cells, and hence is more 
flexible



Efficient Neural Architecture Search 

via Parameter Sharing [Pham et al ‘18]

• Designing Recurrent Cells

– ENAS mechanism via a simple example recurrent cell with 
N = 4 computational nodes

An example of a recurrent cell in our search space with 4 
computational nodes

The red edges represent the flow of information in the graph



Efficient Neural Architecture Search 

via Parameter Sharing [Pham et al ‘18]

• Designing Recurrent Cells

– The controller RNN samples N blocks of decisions



Efficient Neural Architecture Search 

via Parameter Sharing [Pham et al ‘18]

• Designing Recurrent Cells



Efficient Neural Architecture Search 

via Parameter Sharing [Pham et al ‘18]

• Search space

– An example of a recurrent cell in our search space with 4 
computational nodes

: The outputs of the controller RNN



Efficient Neural Architecture Search 

via Parameter Sharing [Pham et al ‘18]

• Training ENAS
– The controller network: an LSTM with 100 hidden units

– Two sets of learnable parameters: 𝜃, 𝜔

• 𝜃: the parameters of the controller LSTM

• 𝜔: the shared parameters of the child models

– Phase1) Training the shared parameters ω of the child 
models

• Fix the controller’s policy 𝜋(𝑚; 𝜃) and perform SGD on ω to 
minimize the expected loss function

• The gradient is computed using the Monte Carlo estimate



Efficient Neural Architecture Search 

via Parameter Sharing [Pham et al ‘18]

• Training ENAS
– Phase2) Training the controller parameters θ

• Fix ω and update the policy parameters θ, aiming to maximize 
the expected reward 

• The reward 𝑅 𝑚,𝜔 : computed on the validation set, rather 
than on the training set

• Deriving Architectures
– First sample several models from the trained policy 

– For each sampled model, compute its reward on a single 
minibatch sampled from the validation set

– Then take only the model with the highest reward to re-train from 
scratch



Efficient Neural Architecture Search 

via Parameter Sharing [Pham et al ‘18]

• Designing Convolutional Networks

– Similar to the recurrent cell, the controller RNN also 
samples two sets of decisions at each decision block: 

• 1) what previous nodes to connect to
– Allows the model to form skip connections 

– Specifically, at layer k, up to k−1 mutually distinct previous indices are 
sampled, leading to 2 k−1 possible decisions at layer k

• 2) what computation operation to use
– The 6 operations available for the controller are: convolutions with 

filter sizes 3 × 3 and 5 × 5, depthwise-separable convolutions with 
filter sizes 3×3 and 5×5, and max pooling and average pooling of 
kernel size 3 × 3.



Efficient Neural Architecture Search 

via Parameter Sharing [Pham et al ‘18]

• Designing Convolutional Networks

The computational DAG
Dotted arrows denote skip connections



Efficient Neural Architecture Search via 

Parameter Sharing [Pham et al ‘18]

• Designing Convolutional Cells

– Connecting 3 blocks, each with N convolution cells 
and 1 reduction cell, to make the final network.

– Utilize the ENAS computational DAG with B nodes

• Represent the computations that happen locally in a cell.

• Node 1 and node 2 are treated as the cell’s inputs, which 
are the outputs of the two previous cells in the final 
network 



Efficient Neural Architecture Search via 

Parameter Sharing [Pham et al ‘18]

• Designing Convolutional Cells

– For each of the remaining B − 2 nodes, we ask the 
controller RNN to make two sets of decisions: 

• 1) two previous nodes to be used as inputs to the current 
node and 

• 2) two operations to apply to the two sampled nodes

– The 5 available operations are: 

• identity, 

• separable convolution with kernel size 3 × 3 and 5 × 5, 

• average pooling 

• max pooling with kernel size 3 × 3.



Efficient Neural Architecture Search via 

Parameter Sharing [Pham et al ‘18]

• Designing Convolutional Cells



Efficient Neural Architecture Search 

via Parameter Sharing [Pham et al ‘18]

• Experiments

– The RNN cell ENAS discovered for Penn Treebank.



Efficient Neural Architecture Search 

via Parameter Sharing [Pham et al ‘18]

• Experiments

– ENAS’s discovered network from the macro search space 
for image classification



Efficient Neural Architecture Search 

via Parameter Sharing [Pham et al ‘18]

• ENAS cells discovered in the micro search space.
Convolution cell



Efficient Neural Architecture Search 

via Parameter Sharing [Pham et al ‘18]

• ENAS cells discovered in the micro search space.
Reduction cell



Efficient Neural Architecture Search 

via Parameter Sharing [Pham et al ‘18]

• Experiments 

– Test perplexity on Penn Treebank of ENAS and other 
baselines



Efficient Neural Architecture Search via 

Parameter Sharing [Pham et al ‘18]
• Classification errors of ENAS and baselines on CIFAR-10.



DARTS: Differentiable Architecture Search 

[Liu et al ‘19]

• Instead of searching over a discrete set of candidate 
architectures, DARTS relaxs the search space to be 
continuous
– The architecture can be optimized with respect to its 

validation set performance by gradient descent

• DARTS’s gradient-based optimization
– This is opposed to inefficient black-box search
– Allows to achieve competitive performance with the state of 

the art using orders of magnitude less computation 
resources

• DARTS 
– Can learn high-performance architecture building blocks 

with complex graph topologies within a rich search space



DARTS: Differentiable Architecture Search 

[Liu et al ‘19]

• A cell is a directed acyclic graph consisting of an 
ordered sequence of N nodes

• Each node 𝑥(𝑖) is a latent representation (e.g. a 
feature map in convolutional networks) 

• Each directed edge (i, j) is associated with some 

operation 𝑜(𝑖,𝑗) that transforms 𝑥(𝑖)

• A special zero operation is also included to 
indicate a lack of connection between two nodes



DARTS [Liu et al ‘19]

Operations on the edges 
are initially unknown

Continuous relaxation of the search space 
by placing a mixture of candidate 
operations on each edge



Joint optimization of the mixing 
probabilities and the network weights by 
solving a bilevel optimization problem

Inducing the final architecture from the 
learned mixing probabilities.



DARTS: Differentiable Architecture Search 

[Liu et al ‘19]

• Continuous relaxation

• Loss: determined not only by the architecture α, 
but also the weights w in the network

• Bilevel optimization problem
– 𝛼: the upper-level variable, 𝑤: the lower-level variable



DARTS: Differentiable Architecture Search 

[Liu et al ‘19]

• Approximate Architecture Gradient

– Approximate 𝑤∗ (𝛼) by adapting w using only a single 
training step, without solving the inner optimization 
completely by training until convergence

– Similar to MAML



DARTS: Differentiable Architecture 

Search [Liu et al ‘19]



DARTS: Differentiable Architecture 

Search [Liu et al ‘19]

• Deriving discrete architectures
– Retain the top-k strongest operations (from distinct 

nodes) among all non-zero candidate operations 
collected from all the previous nodes

– The strength of an operation:

– To make our derived architecture comparable with 
those in the existing works, we use 𝑘 = 2 for 
convolutional cells and 𝑘 = 1 for recurrent cells

– The zero operations are excluded in the above



DARTS [Liu et al ‘19]
• Search progress of DARTS for convolutional 

cells on CIFAR-10



DARTS [Liu et al ‘19]
• Search progress of DARTS for recurrent cells 

on Penn Treebank.



DARTS [Liu et al ‘19]

Normal cell learned on CIFAR-10

Reduction cell learned on CIFAR-10.



DARTS [Liu et al ‘19]

Recurrent cell learned on PTB.



DARTS [Liu et al ‘19]

• Comparison with state-of-the-art language 
models on PTB



DARTS [Liu et al ‘19]

• Comparison with state-of-the-art image 
classifiers on ImageNet in the mobile setting



Understanding and Simplifying One-Shot 

Architecture Search [Bender et al ‘18]

• ENAS, DARTS, etc.: One-shot model 

– Rather than training thousands of separate models 
from scratch, train a single large network capable of 
emulating any architecture in the search space.

The search space contains three different operations; the one-shot 
model adds their outputs together. Some of the operations are removed 
or zeroed out at evaluation time



SNAS: Stochastic Neural Architecture 

Search [Xie et al ’19]

• Use efficient gradient feedback from generic loss 
– Instead of using the feedback mechanism triggered by 

constant rewards in reinforcement-learning-based NAS

• Search space 
– Represented with a set of one-hot random variables 

from a fully factorizable joint distribution, multiplied as 
a mask to select operations in the graph

– Sampling from this search space 
• Differentiable by relaxing the architecture distribution with 

concrete distribution

• Search gradient: Gradients w.r.t their parameters



SNAS: Stochastic Neural Architecture 

Search [Xie et al ’19]

e one-hot random variable vectors indicating masks 
multiplied to edges (i, j) in the DAG. 

there are 4 operation candidates, among which 
the last one is zero



SNAS: Stochastic Neural Architecture 

Search [Xie et al ’19]

• Representation of intermediate nodes

– 𝑝(𝒁): the probability of structural decisions of picking 
෩𝑶𝑖,𝑗 for edge (𝑖, 𝑗)

– Multiplying each one-hot random variable 𝒁𝑖,𝑗 to each 

edge (𝑖, 𝑗) in the DAG, obtain a child graph, , whose 
intermediate nodes are:



SNAS: Stochastic Neural Architecture 

Search [Xie et al ’19]

• NAS is a task with fully delayed rewards in a 
deterministic environment
– the feedback signal is only ready after the whole episode is 

done and all state transition distributions are delta functions

• In SNAS, we simply assume that 𝑝(𝒁) is fully 
factorizable, whose factors are parameterized with α
and learnt along with operation parameters θ
– The objective of SNAS:  rather than using a constant reward from 

validation accuracy, we use the training/testing loss directly as 
reward, such that the operation parameters and architecture 
parameters can be trained under one generic loss



SNAS: Stochastic Neural Architecture 

Search [Xie et al ’19]

• Optimize the expected performance of architectures 
sampled with 𝑝(𝒁)

– SNAS: sampling-based NAS 

– DARTS: attention-based NAS
• Avoids the sampling process by taking analytical expectation at each 

edge over all operations

• There is the inconsistency between DARTS’s loss and this objective, 
explaining its necessity of parameter finetuning or even retraining after 
architecture derivation.



SNAS: Stochastic Neural Architecture 

Search [Xie et al ’19]

• Parameter learning for operations and architectures
– Use concrete distribution (Maddison et al., 2016) here to relax 

the discrete architecture distribution to be continuous and 
differentiable with reparameterization trick

the softened one-hot 
random variable for 
operation selection 
at edge (i, j

the kth Gumbel random variable

a uniform random variable

the architecture parameter, which could 
depend on predecessors 𝒁ℎ,𝑖



SNAS: Stochastic Neural Architecture 

Search [Xie et al ’19]

• Parameter learning for operations and architectures
– The gradient wrt 𝑥𝑗 , 𝜽𝑖,𝑗

𝑘 , 𝜶𝑖,𝑗
𝑘

search gradient



SNAS: Stochastic Neural Architecture 

Search [Xie et al ’19]

• Credit assignment
– The reward function is made differentiable in terms of structural 

decisions

– The expected search gradient for architecture parameters 
at edge (i, j):

– The search gradient is equivalent to a policy gradient for 
distribution at (I,j) whose credit is assigned as

this reward could be 
interpreted as contribution 
analysis of L with Taylor 
Decomposition



SNAS: Stochastic Neural Architecture 

Search [Xie et al ’19]

• Credit assignment
– For each structural decision, no delayed reward exists, 

the credits assigned to it are valid from the beginning
– Laterally at each edge, credits are distributed among possible 

operations, adjusted with random variables 𝒁𝑖,𝑗

– At the beginning of the training, 𝒁𝑖,𝑗 is continuous and operations 

share the credit, the training is mainly on neural operation 
parameters.

– With the temperature goes down and 𝒁𝑖,𝑗 becomes closer to 

one-hot, credits are given to the chosen operations, adjusting 
their probabilities to be sampled.



SNAS: Stochastic Neural Architecture 

Search [Xie et al ’19]

• Resource constraint
– Forwarding time of the child network is another concern in NAS

– Examples of 𝐶(𝒁): 
• 1) the parameter size ; 2) the number of float-point operations (FLOPs); 

and 3) the memory access cost (MAC)

– Not like 𝐿𝜃(𝒁), 𝐶(𝒁) is not differentiable w.r.t. either θ or α. 

– Use efficient credit assignment from 𝐶(𝒁) such that the proof of 
SNAS’s efficiency still applies.

The cost of time for the child network associated with random variables Z.



SNAS: Stochastic Neural Architecture 

Search [Xie et al ’19]

• Resource constraint
– In SNAS, 𝑝𝛼(𝑍) is fully factorizable, making it possible to calculate 

analytically with sum-product algorithm

• But, this expectation is non-trivial to calculate

– For efficiency, optimize the Monte Carlo estimate of the 
final form from sum-product algorithm with policy 
gradients 



SNAS: Stochastic Neural Architecture 

Search [Xie et al ’19]

– Cells (child graphs) SNAS (mild constraint) finds on CIFAR-10

Normal cell Reduction cell



SNAS: Stochastic Neural Architecture 

Search [Xie et al ’19]

• Search validation accuracy and child network validation 
accuracy of SNAS and DARTS



SNAS: Stochastic Neural Architecture 

Search [Xie et al ’19]

• Search progress in validation accuracy from SNAS, DARTS 
and ENAS.



SNAS: Stochastic Neural Architecture 

Search [Xie et al ’19]

• Entropy of architecture distribution in SNAS and DARTS. 



SNAS: Stochastic Neural Architecture 

Search [Xie et al ’19]

• Cells (child graphs) SNAS (aggressive constraint) finds on 
CIFAR-10

Normal cell Reduction cell



SNAS: Stochastic Neural Architecture 

Search [Xie et al ’19]

• Classification errors of SNAS and state-of-the-
art image classifiers on CIFAR-10.



SNAS: Stochastic Neural Architecture 

Search [Xie et al ’19]

• Classification errors of SNAS and state-of-the-
art image classifiers on ImageNet. 



Progressive Differentiable Architecture 

Search [Chen et al ‘19]

• Issue: Depth gap
– DARTS has to search the architecture in a shallow 

network while evaluate in a deeper one



Progressive Differentiable Architecture 

Search [Chen et al ‘19]

• Progressive DARTS (P-DARTS)
– Issue1) a deeper architecture requires heavier 

computational overhead

– Search space approximation 
• as the depth increases, reduces the number of candidates 

(operations) according to their scores in the elapsed search 
process

– Issue2) lack of stability, being biased heavily towards skip-
connect, which often leads to rapidest error decay during 
optimization

– Search space regularization
• (i) introduces operation-level Dropout to alleviate the dominance 

of skip-connect during training,

• (ii) controls the appearance of skip-connect during evaluation.



Progressive Differentiable Architecture 

Search [Chen et al ‘19]

• The overall pipeline of P-DARTS 



Progressive Differentiable Architecture 

Search [Chen et al ‘19]

• Search Space Regularization
– Motivation: information prefers to flow through skip-

connect instead of convolution or pooling

• Arguably due to the reason that skip-connect often leads to 
rapid gradient descent, especially on the proxy datasets 
(CIFAR10 or CIFAR100) which are relatively small and easy to fit

• Consequently, the search process tends to generate 
architectures with many skip-connect operations, which limits 
the number of learnable parameters and thus produces 
unsatisfying performance at the evaluation stage. 

➔ essentially a kind of over-fitting. 



Progressive Differentiable Architecture 

Search [Chen et al ‘19]
• Search Space Regularization

– 1) Insert operation-level Dropout after each skip-connect 
operation, so as to partially ‘cut off’ the straightforward 
path through skipconnect

• Facilitate the algorithm to explore other operations

• Limitation: if we constantly block the path through skip-
connect, the algorithm will drop them by assigning low weights 
to them, which is harmful to the final performance. 

– 1-1) Gradually decay the Dropout rate during the 
training process in each search stage

• The straightforward path through skip-connect is blocked at 
the beginning and treated equally afterward



Progressive Differentiable Architecture 

Search [Chen et al ‘19]
• Search Space Regularization

– Despite the use of Dropout, we still observe that skipconnect, 
as a special kind of operation, has a significant impact on 
recognition accuracy at the evaluation stage.

– 3) Architecture refinement, which simply controls the 
number of preserved skipconnects to be a constant M, after 
the final search stage

• If the number of skip-connects is not exactly M, 
we search for the M skip-connect operations with the largest 
architecture weights in this cell topology and set the weights of 
others to 0, then redo cell construction with modified architecture 
parameters



Progressive Differentiable Architecture 

Search [Chen et al ‘19]
• Comparison with state-of-the-art architectures on CIFAR10 and 

CIFAR100



Progressive Differentiable Architecture 

Search [Chen et al ‘19]
• Comparison with state-of-the-art architectures on ImageNet (mobile 

setting).



Progressive Differentiable Architecture 

Search [Chen et al ‘19]
• Normal cells discovered by different search stages of P-DARTS and second 

order DARTS (DARTS V2)



Progressive Differentiable Architecture 

Search [Chen et al ‘19]
• Normal cells discovered by different search stages of P-DARTS and second 

order DARTS (DARTS V2)



DARTS+: Improved Differentiable Architecture 

Search with Early Stopping [Liang et al ’19]

• Collapse Issue

– DARTS: Lots of skip-connects are involved in the 
selected architecture, which makes the architecture 
shallow and the performance poor.

– The number of search epochs increases, the number 
of skip-connects in the selected architecture also 
increases



DARTS+: Improved Differentiable Architecture 

Search with Early Stopping [Liang et al ’19]

• The collapse issue of DARTS



DARTS+: Improved Differentiable Architecture 

Search with Early Stopping [Liang et al ’19]

• Selected architectures at different search epochs on CIFAR100



DARTS+: Improved Differentiable Architecture 

Search with Early Stopping [Liang et al ’19]
• The selected architecture of normal cells at different layers when 

searching distinct cell architectures in different stages
– If different cells are forced to have the same architecture, as DARTS does, 

skip-connects will be broadcasted from the last cells to the first cells



DARTS+: Improved Differentiable Architecture 

Search with Early Stopping [Liang et al ’19]

• The underlying reason of the collapse issue
– Cooperation and competition in the bi-level optimization in 

DARTS
• Architecture parameters and model weights are updated 

alternatively

– Intuitively, the architecture parameters and model weights 
are well optimized at the beginning, and then gradually turn 
to compete against each other after a while

– Since the model weights have more advantages than the 
architecture parameters in the competition, the 
architecture parameters cannot beat the model weights in 
the competition. 
• The number of the model weights is far more than the number of 

architecture parameters, the architecture parameters are not 
sensitive to the final loss in the bi-level optimization, etc.

– As a result, the performance of selected architecture will 
first increase and then decrease 



DARTS+: Improved Differentiable Architecture 

Search with Early Stopping [Liang et al ’19]

• The underlying reason of the collapse issue

– Cooperation and competition in the bi-level 
optimization in DARTS

• The cooperation and competition phenomenon can also be 
observed in other bi-level optimization problems 
– e.g.) GAN, meta-learning, etc.



DARTS+: Improved Differentiable Architecture 

Search with Early Stopping [Liang et al ’19]

• The Early Stopping Methodology
– Illustration on early stopping in DARTS 



DARTS+: Improved Differentiable Architecture 

Search with Early Stopping [Liang et al ’19]

• The Early Stopping Methodology
– Criterion 1: The search procedure stops when there are 

two or more than two skip-connects in one cell. 

– Criterion 1*: The search procedure stops when the 
ranking of architecture parameters α for learnable 
operations becomes stable for a determined number of 
epochs (e.g., 10 epochs).
• Note that only the operation with the maximum α value is 

chosen in the selected architecture. 

• When the ranking of α becomes stable, the operations to be 
selected are nearly determined, which implies that the search 
is almost saturated. 
– The experiments verify that after the point that the ranking of α 

becomes stable, the validation accuracies of selected architectures on 
all datasets tend to decrease, i.e., collapse



DARTS+: Improved Differentiable Architecture 

Search with Early Stopping [Liang et al ’19]

• Experiment results

– Results of different architectures on CIFAR10 and 
CIFAR100



DARTS+: Improved Differentiable Architecture 

Search with Early Stopping [Liang et al ’19]

• Experiment results

– Results of different architectures on CIFAR10 and 
CIFAR100



DARTS+: Improved Differentiable Architecture 

Search with Early Stopping [Liang et al ’19]

• Experiment results

– Results of different architectures on TinyImageNet-200



DARTS+: Improved Differentiable Architecture 

Search with Early Stopping [Liang et al ’19]

• Experiment results

– Results of different architectures on ImageNet



DARTS+: Improved Differentiable Architecture 

Search with Early Stopping [Liang et al ’19]

• Experiment results

– The cell of best structures searched on different datasets
– Normal cell on CIFAR10 & CIFAR100

Reduction cell on CIFAR10 & CIFAR100



DARTS+: Improved Differentiable Architecture 

Search with Early Stopping [Liang et al ’19]

• Experiment results

– The cell of best structures searched on different datasets
– Normal cell

Reduction cell



Understanding and Robustifying Differentiable 

Architecture Search [Zela et al ‘20]



BayesNAS: A Bayesian Approach for Neural 

Architecture Search [Zhou et al ‘19]



PC-DARTS: Partial Channel Connections 

for Memory-Efficient Architecture Search

[Xu et al ’20]


