
Advanced Deep Learning Assignment1

2021 Fall

1 (50 points) In this problem, we will derive the formula of backpropagation for a multilayer
perceptron (MLP) consisting of L layers. Figure 1 shows an architecture of the three-
layer MLP which consists of an input layer, a hidden layer, and an output layer.

Figure 1: A neural network architecture of the three-layer MLP.

As shown in Figure 1, a MLP is formed by iteratively applying multiple steps of non-liner
transformations each of which sequentially performs a linear regression and a nonlinear
activation. Typically, ReLU is used for the nonlinear activation function. At the final
layer, its nonlinear activation becomes the logistic regression in the classification setting.
Formally, the three-layer MLP is presented as:

z = Wx+ b

h = max(z,0)

o = Uh+ d

y = softmax(o)

where x is the input vector and z (or h) is the pre-activation (or post-activation) vector.

Generally, L-layer MLP is described as follows:

h(0) = x

z(l) = W(l)h(l−1) + b(l)

h(l) = f (l)(z(l))

y = softmax(z(L)) (1)

where f (l) is a nonlinear activiation function at l-th layer; z(l) and h(l) are the pre-
activation and post-activation vectors at l-th layer, respectively.

1



Advanced Deep Learning: Assignment 1

In addition, suppose that the gradients of the loss function J with respect to z(l) and

h(l) are δ(l)
z and δ

(l)
h as follows:

δ(l)
z =

∂J

∂z(l)

δ
(l)
h =

∂J

∂h(l)

Let the gradient vectors of the loss function J with respect to parameter vectors W(l)

and b(l) be ∆W(l) and ∆b(l) as defined in:

∆W(l) =
∂J

∂W(l)

∆b(l) =
∂J

∂b(l)

Suppose that J is the L2-regularized loss function as follows.

J = −
∑

(x,t)∈D

tT ln
(
MLP (L)(x)

)
+ λ∥Θ∥2 (2)

where D = {(xi, ti)}mi=1 is a set of minibatch training examples, MLP (L) is the L-layer
MLP described using Eq. 1 and Θ is the concatenated vectors of all the weight matrices{
W(l)

}L

i=1
defined as follows.

Θ =
[
vec

(
W(1)

)
; · · · ; vec

(
W(L)

)]
(3)

Please answer the following questions.

(i) To derive a general rule for the backpropagation algorithm, please express δ(l)
z

using δ
(l)
h and f (l)′ and derive its formula where f (l)′ is the derivative function of

f (l). Specially, when f (l) is ReLU, express δ(l)
z using δ

(l)
h .

(ii) Please further express δ
(l−1)
h using δ(l)

z and W(l) and derive it.

(iii) Please write ∆W(l) and ∆b(l) using δ(l)
z and h(l−1) and derive it.

(iv) Please derive the formula of δ(L)
z at the output layer under the loss function J of

Eq. 2.

(v) Combining together above answers, please describe the full algorithm of backprop-
agation of MLP, under the standard stochastic gradient descent setting where gra-
dient vectors of the parameters are obtained for each minibatch set.

2 (30 points) We will derive the backpropagation algorithm of recurrent neural networks
(RNN). Figure 2 shows an architecture of typical RNN.
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Figure 2: A neural network architecture of a RNN.

Formally, the RNN is described as follows.

z(t) = Wx(t) +Uh(t−1) + b

h(t) = tanh
(
z(t)

)
o(t) = Vh(t) + c

y(t) = softmax(o(t)) (4)

where z(t) and h(t) are pre-activation and post-activation vectors of the hidden layer at
t-th time step.

Suppose that a single example sequence is given as
({

x(t)
}τ

i=1
,
{
t(t)

}τ

i=1

)
where t(t) is a

target one-hot vector at t-th time step. Given the above example, let J be the sequential
labelling loss considered over all the time steps.

J = −
τ∑

t=1

t(t)T ln
(
RNN (t)(x(t))

)
(5)

where RNN (t) is the RNN function that follows Eq. 4, where RNN (t)(x(t)) = y(t).

Using the general rules for backpropagation of Problem 1, given the example
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({
x(t)

}τ

i=1
,
{
t(t)

}τ

i=1

)
, please derive the following gradients of the parameters:

∂J

∂W
=

∂J

∂U
=

∂J

∂b
=

∂J

∂c
=

3 (20 points) Show that the training RNN suffers from the problem of vanishing and explod-
ing gradients when using the backpropagation for RNN (derived in Problem 2).

4 (40 points) LSTM (long short term memory) is a variant of RNN, which is known that it
resolves vanishing gradients. Please answer the following questions.

(i) The detailed components of LSTM with the full definition of its recurrence formula.
What are the parameters of LSTM?

(ii) Given the example
({

x(t)
}τ

i=1
,
{
t(t)

}τ

i=1

)
and the loss function of Eq. 5, derive the

gradients of the loss function J with respect to parameters.

(iii) Show how LSTM does not suffer from vanishing gradients, unlike the vanillar RNN.

5 (20 points) Read the section 7.1.1 in the deep learning book. Suppose that J(w) is the
original unregularized loss function and w∗ = argminwJ(w). To analyze the effect of
L2 regularization, we first approximate J(w) using a quadratic function as follows (from
Eq. 7.6 in the textbook).

Ĵ(w) = J(w∗) +
1

2
(w −w∗)TH(w −w∗) (6)

where H is the Hessian matrix of J with respect to w at w∗.

Please answer the following questions.

(i) Consider the following regularized loss (i.e., Eq. 7.2 in the textbook):

J(w) =
α

2
∥w∥2 + J(w) (7)

By approximating J using Eq. 6, derive the following optimal solution of the ap-
proximated regularized loss (i.e., Eq. 7.10 in the textbook):

w = (H+ αI)−1Hw∗ (8)

(ii) Derive Eq. 7.13 in the textbook, using the eigenvalue decomposition of H of:

H = QΛQT (9)

(iii) Explain the effect of L2 regularization from the following figure (i.e. Figure 7.1).
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Figure 3: An illustration of the effect of L2 regularization on th evalue of the optimal w.

6 (20 points) Read the section 7.1.2 in the deep learning book. Consider L1 regularized loss
as follows (i.e. Eq. 7.19 in the text book):

J(w) = α∥w∥1 + J(w) (10)

To analyze the effect of L1 regularization on the optimal weight vector, we again ap-
proximate J(w) using a quadractic function but using the diagonal Hessian matrix as
follows:

H = diag ([H1,1, · · · , Hn,n]) (11)

Please answer the following questions.

(i) Derive that the optimal solution to minimize the L1 regularized loss of Eq. 7.22 is
given by Eq. 7.23 in the textbook.

(ii) Discuss how L1 regularization leads to a sparse solution.

7 (40 points) Read [1] of variational auto-encoder. Suppose that the generation process of
data sample x is based on the joint distribution p(θ)(z,x) as follows.

• Generate a latent vector z using p(θ)(z).

• Generate a observation vector x given z using p(θ)(x|z).

Please answer the following questions.

(i) Why the posterior probability p(θ)(z|x) is intractable?
(ii) To approximate the log-likelihood of the data sample vector x, let qϕ(z|x) be a

variational model. As in the variational inference, derive the following equation
(i.e.. Eq. (1) of [1]).

log p(θ) = KL (qϕ(z|x)∥pθ(z|x)) + L(θ,ϕ;x)
L(θ,ϕ;x) = Eqϕ(z|x) [− log qϕ(z|x) + log pθ(x, z)] (12)

where L(θ,ϕ;x) is the variational lower bound.

(iii) Derive the rewritten form of the variational lower bound as follows (as in Eq. (3)
in [1]:

L(θ,ϕ;x) = −KL (qϕ(z|x)∥pθ(z)) + Eqϕ(z|x) [log pθ(x|z)] (13)
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(iv) To maximize the variational lower bound, we can estimate the gradient
∆ϕ Eqϕ(z|x) [log pθ(x|z)] using a Monte Carlo sampling method, like REINFORCE
algorithm [2]. Describe the detailed formula of using a Monte Carlo method to
approximately estimate ∆ϕ Eqϕ(z|x) [log pθ(x|z)].

(v) What is the problem of the Monte Carlo method to estimate
∆ϕ Eqϕ(z|x) [log pθ(x|z)]?

(vi) What is the reparameterization trick of [1]?

(vii) Let the variational approximate posterior be a multivariate Gaussian with a diag-
onal covariance structure as follows (i.e. Eq. (9) in [1]).

log qϕ(z|x) = logN
(
z;µ,σ2

)
(14)

where µ and σ2 are outputs of MLPs. Under this setting, apply reparameterization
trick of [1] and derive a full formula using M noise samples.

8 (30 points) Read the papers [3] of generative adversarial networks (GAN). GAN is based
on a discriminator D and a generator G that play the two-player minimax game with
value function, as follows.

min
G

max
D

V (D,G) = Ex∼pdata(x) [logD(x)] + Ez∼pz(z) [log (1−D(G(z)))] (15)

Please answer the following questions.

(i) What is the key idea of GAN?

(ii) Prove the Proposition 1 of [3]; For G fixed, the optimal discriminator D is given
as follows.

D∗
G(x) =

pdata(x)

pdata(x) + pg(x)
(16)

(iii) Prove the Theorem 1 of [3].

(iv) Please explain how to train GAN in the following figure.

Figure 4: Steps of training generative adversarial nets.

9 (20 points) Read the papers [4, 5] of neural machine translation.

Please answer the following questions.
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(i) What is the input feeding method of [5]? Present full detailed formal equations
of the decoder using the general scoring function for the attention, following the
notations of [5].

Figure 5: Input feedbacking method.

(ii) What is the advantage of the input feeding method?

10 (20 points) Read the papers [6, 7] of transformer architecture.

What is the key idea of [7]? Read section 4 of [7] and derive how transform the feedfor-
ward sublayer into an attention layer with details.

Figure 6: An illustration of the effect of L2 regularization on th evalue of the optimal w.
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11 (30 points) Read the paper of [8]. Please answer the following questions.

(i) What is the key idea?

(ii) Can we view the proposed method of [8] as a copying mechanism? What is the
difference b/w the original copying mechanism and the method of [8]?

(iii) [8] involves with the retrieval over the contextual memory with the size N . But,
when the memory size N is huge, the dense retrieval over N contextual represen-
tations is computationally not efficient. What is the method used for the dense
retrieval in the [8]? How to improve the efficiency of the dense retrieval?

12 (30 points) Read the paper of [9]. Please present its summary. Describe how LIME is
applied on the text classification and the image classification problems, respectively.

14 (20 points) Read the paper of [10]. Please present its summary. Describe how logical
neural networks are applied on NLP and computer vision tasks. Please propose two
examples each of which is chosen from NLP an computer vision area.
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Required submissions

For this assignment, you should submit the followings:

1. Full reports of addressing all the problems (derivation and summary)

2. Latex source codes and PDF file of solving Problems 1∼10.
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